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High-Quality Datasets for Machine 
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Philipp Reis | FZI Forschungszentrum Informatik



Motivation: Big Data to Fast Data



Model-centric development

• Past 10 Years: data as a guideline

• Focus on architecture

Machine Learning (ML) in safety-related environments
• „95% accuracy is not enough“
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Model-centric development

• Past 10 Years: data as a guideline

• Focus on architecture

Machine Learning (ML) in safety-related environments
• „95% accuracy is not enough“

Data-centric development 
• The focus is on the dataset (𝒟𝒟) [1]
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From Model-Centric to Data-Centric Development 

𝒟𝒟

[1] D. Zha et al.: “Data-centric Artificial Intelligence: A Survey”, Association for Computing Machinery, 2025 



Data Volume
• Implications:

• Technical
• Economical

Long-Tail Distribution
• Uneven distribution of events

• Curse of Rarity [1]
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From Big Data to Fast Data: Challenges

Fast-Data
Extract a high-quality dataset from the edge

Big-Data
“XXX millions km of data”

Smart-Data 
Extract a high-quality dataset from Big Data
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[1] Liu, H.X., Feng, S. “Curse of rarity for autonomous vehicles.” Nat Commun 15, 4808 (2024).

© FZI © FZI



High-Quality Datasets from Fast Data Collection



Dataset quality
• No uniform model

Quality dimensions
• Based on ISO 525911

• Inherent vs. system-dependent
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High Quality Datasets from Data Collection

1 ISO5259: Artificial intelligence — Data quality for analytics and machine learning (ML)

P.Reis et al.: “From Big Data to Fast Data: Towards High-Quality Datasets for Machine Learning Applications from Closed-Loop Data Collection”, 2026



Dataset quality
• No uniform model

Quality dimensions
• Based on ISO 525911

• Inherent vs. system-dependent

Quality characteristic (QC)
• Quantified by quality metrics (𝒫𝒫)
• 𝒬𝒬:(𝒟𝒟,𝒫𝒫) →  ℝ 
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High Quality Datasets from Data Collection

P.Reis et al.: “From Big Data to Fast Data: Towards High-Quality Datasets for Machine Learning Applications from Closed-Loop Data Collection”, 2026

1 ISO5259: Artificial intelligence — Data quality for analytics and machine learning (ML)



Availability, benchmarking

           Data aging, data bias
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Dataset Collection Methods

Ground truth data

           Expensive, long-tail

Reproducible, flexible

           Sim-to-Real-Gap, 
training data

Real data as a reference

P.Reis et al.: “From Big Data to Fast Data: Towards High-Quality Datasets for Machine Learning Applications from Closed-Loop Data Collection”, 2026



Data Collection Strategies
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Definition of a data collection strategy
• Function ℱ: 𝒮𝒮𝑇𝑇 → 𝒟𝒟

Data Collection Strategies

…
t=0t=T

ℱ

𝒮𝒮𝑇𝑇

𝒟𝒟

Datapoint x ∈ Ω

P.Reis et al.: “From Big Data to Fast Data: Towards High-Quality Datasets for Machine Learning Applications from Closed-Loop Data Collection”, 2026
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Definition of a data collection strategy
• Function ℱ: 𝒮𝒮𝑇𝑇 → 𝒟𝒟

Categories of 𝓕𝓕
• Data intrinsic        ℱ𝐼𝐼: Ω → {true, false}

• Dataset related    ℱD: Ω× 𝒟𝒟 → ℝ

Data Collection Strategies

Similarity

Balance

Diversity

Relevance

P.Reis et al.: “From Big Data to Fast Data: Towards High-Quality Datasets for Machine Learning Applications from Closed-Loop Data Collection”, 2026
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Definition of a data collection strategy
• Function ℱ: 𝒮𝒮𝑇𝑇 → 𝒟𝒟

Categories of 𝓕𝓕
• Data intrinsic        ℱ𝐼𝐼: Ω → {true, false}

• Dataset related    ℱD: Ω× 𝒟𝒟 → ℝ

Requirements for 𝓕𝓕
• Real-time capability (a)

• Adaptivity (b)

• Efficiency (c)

Data Collection Strategies

…
t=0t=T

ℱD ℱD
(a)

(b)

(c)

𝒟𝒟(t) 𝒟𝒟

P.Reis et al.: “From Big Data to Fast Data: Towards High-Quality Datasets for Machine Learning Applications from Closed-Loop Data Collection”, 2026

© FZI



Closed-Loop Data Collection



Closed-Loop Collection Idea
• Dataset as a dynamical System

• Datastream as a controlable disturbance 
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Fast Data Collection Paradigm

𝒟𝒟

?

P.Reis et al.: “From Big Data to Fast Data: Towards High-Quality Datasets for Machine Learning Applications from Closed-Loop Data Collection”, 2026

© FZI



Closed-Loop Collection Idea
• Dataset as a dynamical System

• Datastream as a controlable disturbance 

Necessary components
• Target State 𝜃𝜃⋆

• State Estimation ℰ

• Sample Valuation 𝒱𝒱 

• Collection Policy ℱ
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Fast Data Collection Paradigm

P.Reis et al.: “From Big Data to Fast Data: Towards High-Quality Datasets for Machine Learning Applications from Closed-Loop Data Collection”, 2026
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Closed-Loop Data Collection 

Open-Loop Collection Closed-Loop Collection

• CoCar NextGen recording in an urban 
area (184GB)

Target: Balanced data set:
• Entity: Vehicle
• Attribute: Count

P.Reis et al.: “A Feedback-Control Framework for Efficient Dataset Collection from In-Vehicle Data Streams”, IEEE IV 2026

© FZI
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Closed-Loop Data Collection 

Quality Metric Open Closed Comparison

# Datapoints 1356 817 -39.8 %

Coefficient of
variation 0.73 0.54 -25,9 %

Dataset Balance
Open-Loop Collection Closed-Loop Collection
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P.Reis et al.: “A Feedback-Control Framework for Efficient Dataset Collection from In-Vehicle Data Streams”, IEEE IV 2026



Interactive Demonstration
• Diverse pose dataset

• 34-dimensional embedding space

• Real-time feasible (~10ms)
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Sensor-Agnostic Implementation 

Valuation Collected DataInput Data

P.Reis et al.: “A Feedback-Control Framework for Efficient Dataset Collection from In-Vehicle Data Streams”, IEEE IV 2026

© FZI
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Conclusion – Fast Data Collection Paradigm

Real-world data
as a reference

Structure-aware data
collection strategy

Closed-Loop Collection 
is key to Fast Data

The quality of datasets 
is measurable 
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“Classify Everything“ Pipeline
Dr. Nenad Ocelić | DXC Luxoft



Primary Goal: Detect out-of-distribution objects
Out-of-distribution objects
• objects not / not sufficiently represented in the training set 

Extended Goal: Comprehensive object-level anomaly detection
Ambiguous objects
• objects (potentially) incorrectly classified by the object detector

Missing objects 
• in-distribution objects not detected by the object detector

Incorrect bounding boxes 
• objects whose position or size (bounding box) was incorrectly determined by the object detector

Incorrect tracking
• loss of tracking or object swap
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Goals
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Technical Solution



20.05.2026 | Nenad Ocelić | Schwalbach am Taunus | jbDATA Final Event 28

• Key feature: High-performance zero-shot segmentation of anything in any image or video 

• Intended use: Interactive segmentation (manual prompting via points or bounding boxes)

• Issues with the built-in full image segmentation: 

• Segmentation on the part level instead of object level (e.g. a tire or windscreen instead of the whole car) 
• Inefficient dense grid prompting (large number of redundant prompts)

Segmentation Element: Meta SAM (2.0 or higher)

unique masks

unsegmented
areas

parts 
instead of 

whole objects

Image source: KITTI  redundant prompts
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• Iterative prompting with progressively higher point density
• 2 rounds of fixed prompting pattern 
• up to 4 rounds of adaptive probing (targets centers of previously unsegmented areas) 

• Composite mask scores awarding both higher quality and larger size
• --> objects instead of parts

Solution: Custom SAM Prompter

• avg. 10x fewer prompts 
• no missing objects
• whole objects  
• >96% pixels segmented 

Built-in SAM prompter Luxoft custom prompter

Image source: KITTI  
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• Key feature: Enabler of zero-shot, open-vocabulary classification of images

• Pipeline: Extract every segmented object as a separate image via its bounding box and classify it

• Challenge #1: Segment masks have arbitrary shapes, most often not even close to rectangular 
• More than one object can be included in the bounding box. Which object should be classified?

• Solution: mask out (blank) everything except the segmented object

• Challenge #2: Loss of context by isolation of the segmented object 
• CLIP attention masks indicate that CLIP is reliant on the contextual information from the surrounding 

Classification Element: CLIP (SigLIP)

?
? ? ?
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• Key feature: Accepts an additional channel (alpha) for the attention mask 
• Enables the selection of the object to classify while preserving contextual information from its surrounding 

• Quantitative comparison: SigLIP vs AlphaCLIP on the “Segment Me If You Can” / AnomalyTrack
• 110 images, at least one anomalous object per image, e.g. animals and unknown vehicles
• anomalies can appear anywhere in the image and widely differ in size (from 0.5% to 40% of the image)
• images were collected from web resources and depict a wide variety of environments

Improved Classification: AlphaCLIP

Metric* SigLIP AlphaCLIP

Precision 1 1

Recall 0.853 0.972

* all failures are classifier failures, segmentation has 100% accuracy

 AlphaCLIP has ~5x lower error rate 
(3 vs 16 missed anomalies out of 110)

 Note: wrong anomaly type is counted as FN
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• Key finding: Even with attention mask, typical foreground objects override typical background objects 

• Occasionally even with blanking
• Most likely due to exposure of CLIP to images with background objects which are to be ignored

• Not critical for anomaly detection (foreground objects)
• For general purposes, a solution is still being sought. 

Challenge: Background Object Classification

Segmentation Attention masking Attention masking + blanking

Image source: Segment Me If You Can - RoadAnomaly21
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• CLIP is used in many applications:
• Image labelling, captioning, classification
• Image retrieval and segmentation 
• Image generation (via stable diffusion)
• As a helper in larger VLMs (vision-language models)
• ... 

Further CLIP Insights

CLIP prefers specific descriptions

Humans would assign higher 
probability to more generic concepts

Disambiguation in prompting is recommended 

Simple prompt:
“A {class}”

Probable closest alignment Compound prompt:
“A {class}, a kind of a 

{category}”
Image source: Segment Me If You Can - RoadAnomaly21  
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OOD Object Detection Pipeline - Street Obstacle Sequences  

Pipeline Stages 

• Segmentation (SAM): Segment and extract object masks from the input frame.
• Classification (AlphaCLIP): Classify and filter based on a curated list of OOD classes
• OOD Scoring: Generate pixel-wise heatmaps with anomaly confidence.
• Post-Processing & Filtering: Denoise masks, auto-tune thresholds, remove false positives.
• Confusion matrix Evaluation: Match prediction with GT to compute TP/FP/Confused outcomes.

Image from a video sequence 
in the SOS dataset 

[SAM] → Multi-mask segmentation [AlphaCLIP] → OOD Score Map Post-processed mask

Ground Truth (void regions are excluded in 
evaluations)
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Deployment at the Edge 

OOD?

OOD
+class, ...
+category, ...
   - class, ...

Sensors
(Camera)

Segmentation
Classification

Trigger Recording

Externally provided
list of object classes*

considered OOD  

Diff
>

Thres-
hold

Sensors
(Camera)

Segmentation
Classification

Trigger RecordingRelevance*
Location**

●

●

Comparator
• Obj found?
• Obj. class
• Confidence
• Location
• Size
• Tracking ID

Object DetectorReference
model

AD system

Filter
*class / categ. list

**options TBD

*Options for convenience:
1 level: classes
2 levels: classes, categories
3 levels: classes, groups, categories

Generic object-level
anomaly detection 

Out-of-distribution
object detection
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Deployment in the Cloud

Selection of OOD classes
(Initial OOD class list 
generation)

OOD?

OOD
+class, ...
+category, ...
   - class, ...

Edge w. high speed / 
low mem OD / SAM2
• → FP possible

Segmentation
Classification

(FP elimination)

Trigger Recording

Externally provided
list of object classes*

considered OOD
*(options == edge)

Cloud

Datasets Segmentation
Classification

(higher confidence)

Occurrence 
frequency per 
object class

●

●

Target occ. fr.
-class1: x%  
        ...
-categ1: y% 
        ...

Comparator Difference
actual vs. 

desired occ. fr.

OOD
+class
+class
     ...

Externally provided
list of desired object 
classes* occ. freq.

*(options as above)

Out-of-distribution 
object detection with 
high confidence



SAM3 was released after the work was concluded
• accepts textual concept prompts

• possible updated pipeline includes prompting for in-distribution (known concepts) accompanied by adaptive point prompting 
(for potentially unknown concepts)
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SAM3 – Does it Change Everything?

["car", "pedestrian", "road", "bicycle", "building", "sky"]

In-Dist.
+class, ...
+category, ...
   - class, ...

concepts

Adaptive
Point 
prompting

points

Remaining 
parts of the 

image 

Pre-detection of 
in-distribution

objects

Image source: Cityscapes Dataset



Zero-shot pipeline for object-level anomaly detection, using
• Meta SAM2.0 (or later) for segmentation 

• AlphaCLIP (or any other CLIP derivative) for object classification

Segmentation quality almost on the human level

• no further improvements necessary  

Classification has room for improvement

• tested for OOD object detection on AnomalyTrack21 with recall >97% 

Real-time capable on consumer-grade GPUs 

Further optimizations possible:

• Segmentation and classification speed: pre-segmentation, tracking, ROI filtering, …

• Classification quality improvements: AlphaCLIP finetuning, SAM3 concept segmentation, semantic maps from DINO, VLMs, … 
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Summary
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Reasoning Agents for Better 
Scene Analysis
Erwin Kraft | Aumovio
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What is a Reasoning Agent?

Columbo: Crime drama TV series - 1971
"Inverted detective story"

Viewers know:

- who the killer is
- what they did
- that Columbo will catch them

How will he break open the case 
this time?

“Just one more 
thing…”

Image: GenAI Copilot
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What is a Reasoning Agent?

Although Columbo is a fictional detective, his investigative style maps surprisingly 
well onto modern computational reasoning patterns. 

So... how does it work?

Columbo as a Reasoning Agent

Image: GenAI Copilot
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1. Facts and Observations

1. Initial Stage: Facts and Observations

• Collects raw observations from the crime scene.
• Immediately notices tiny anomalies others consider irrelevant.
• Stores them mentally as “something that bothers him.”

Reasoning Agent

• Uses perception modules to gather initial data.
• Flags outliers or inconsistencies using anomaly detection.
• Maintains a working memory of observations to revisit later.
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2. Iterative Hypothesis Generation

2. Iterative Hypothesis Generation

• Forms an evolving hypothesis based on small inconsistencies.
• Rarely commits to a single explanation early.
• Frames hypotheses as questions, not answers (“This detail… it just doesn’t sit right.”)

Reasoning Agent

• Uses abductive reasoning: find the best explanation for incomplete data.
• Maintains a set of candidate hypotheses.
• Avoids premature convergence.
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3. Error-Seeking and Consistency Checking

3. Error-Seeking and Consistency Checking

• Repeatedly revisits details that don’t fit a coherent narrative.
• Tests the suspect’s story for logical contradictions.
• Exploits slight narrative gaps to probe further.

Reasoning Agent

• Performs consistency checks: all data must fit a model.
• Uses constraint satisfaction: if one fact violates the model, the model must 

change.
• Identifies contradictions as the most valuable evidence.
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4. Interaction Loop

4. Interaction Loop with the Information Source

• Engages the suspect in continuous dialogue.
• Appears confused or harmless to lower defences.
• Uses “one more thing” to pressure-test their statements incrementally.

Reasoning Agent

• Interacts iteratively with an environment or data source.
• Queries adaptively based on previous answers.
• Uses active learning: choose the next question to reduce uncertainty.
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5. Model-Based Reasoning

5. Model-Based Reasoning and Simulation

• Constructs internal models of how events should have happened.
• Checks real-world observations against these internal models.

Reasoning Agent

• Builds causal models or state-transition models.
• Uses simulation-based reasoning: “If X happened, then Y must follow.”
• Detects impossible transitions or inconsistent causal chains.
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6. Finalizing

6. Constructing the Final Trap (Proof via Constraint Closure)

• Doesn’t need physical proof; he needs logical inevitability.
• Sets up a situation where the suspect must:

• contradict themselves.
• reveal impossible knowledge.
• commit to an explanation that violates a constraint.

Reasoning Agent

• Uses proof by contradiction or logical closure.
• Demonstrates that only one interpretation remains consistent.
• Eliminates all alternative hypotheses until the system converges.
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What is a Reasoning Agent?

Columbo as a Reasoning Agent

His entire method is an operational blueprint for explainable, iterative, constraint-
driven reasoning.

Image: GenAI Copilot



Scene Understanding

The user asked about VRUs...

• Should I detect road workers as VRUs?

• Are the people in the image actually road workers?

• How many road workers are present?

• Is the scene clearly visible?

• Should I prioritize the road and ignore the large sky area?

• How should I interpret the red flag?
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Same Process for Scene Analysis?

Image: Captured by Aumovio Test Vehicle
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Simplified Setup

Uncertain Observations

Vision Language Model

Perception Modules 
(Detection, Segmentation...)

Language Model with CoT 
Reasoning

Image: GenAI Copilot
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Simplified Reasoning Loop

Input
- User query (e.g. “Identify hazards in this traffic scene”)

- Image (singel frame or region)

Planning
Uses the LLM to decide next action based on current facts, 

confidence level, unresolved issues

Scan Follow-up
Improve 

Query
Region 
Focus

Detect
Objects

Final 
Answer

Critique and Refinement
Reviews VLM outputs, removes inconsistencies, updates 

confidence score.

Loop or Finalize
Returns to Planning if confidence is low or unresolved issues remain.
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Does it Work?
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Test Data

Collect Random Images

1. Use only simple, unambiguous images that a VLM can reliably 
describe.

2. Maintain randomness to avoid overfitting to a specific use case (e.g., 
pedestrians or driving scenarios).

Image: Unsplash

Image: Unsplash

Image: Unsplash

Image: Unsplash



Evaluation Task

For each image, generate a detailed question — but include one highly plausible fictional 
element integrated naturally into the scene.

Example: How does the presence of a small, weathered fishing net hanging from the 
stern of the canoe contribute to the overall mood of isolation and quiet reflection?

Fictional Element: added a small, weathered fishing net hanging from the stern of the 
canoe.

Rule: The system must answer the user’s query meaningfully and without relying on the 
fictional element. Any answer that ignores the user’s question or depends on the fictional 
detail is considered a failure.

Use LLM-as-a-judge to verify that answers are relevant and do not rely on the injected 
fictional element.
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Evaluation Task

Image: Unsplash
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Evaluation Task

Blur the image to introduce 
uncertainty!

Image: Unsplash Image: Unsplash
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Agent: Uses always DeepSeek-R1-Distill-Qwen-7B as LLM backbone.

Results

VLM Backbone VLM Success Rate Agent Success Rate

Qwen3-VL-2B-Instruct 12.5% 92.5%

Qwen3-VL-8B-Instruct 45% 97.5%

Qwen3-VL-30B-A3B-Instruct 40% 100%



20.05.2026 | Erwin Kraft | Schwalbach am Taunus | jbDATA Final Event 59

1. Introduced agentic reasoning workflows to enhance scene analysis and understanding.

2. Initial results indicate clear performance gains, especially in uncertain or ambiguous situations.

3. Additional evaluations are planned to deepen insights into VLM capabilities and reasoning-based agents.

4. Current test sets remain small, but early results provide strong initial indications.

Contributions



Thank you for your attention!

Philipp Reis | FZI Forschungszentrum Informatik

Nenad Ocelić | DXC Luxoft

Erwin Kraft | Aumovio

www.justbetterdata.de/en/home/
www.linkedin.com/company/ki-familie

just better DATA is a project of the KI Familie. It was initiated and developed by the 
VDA Leitinitiative autonomous and connected driving and is funded by the Federal 
Ministry for Economic Affairs and Energy.

images: title: EICT

https://www.justbetterdata.de/en/home/
https://www.linkedin.com/company/ki-familie
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