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MMoottiivvaattiioonn  &&  PPrroobblleemm

Open Data datasets with street-level recordings are vital for 
autonomous driving and AI research but pose serious privacy risks. 
Personally Identifiable Information (PII) extends far beyond faces - 
clothing, accessories, body shape, and carried objects can all enable 
person Re-Identification (Re-ID).

Under the EU GDPR (Recital 26) [1], the feasibility of identifying 
individuals must be assessed when publishing data. With advances in 
vision-language AI, Re-ID attacks using both visual and textual 
information have become increasingly practical.

RReesseeaarrcchh  QQuueessttiioonn

ccRRIIDD  FFrraammeewwoorrkk

We propose cRID [2] (Clues-guided Re-ID), a two-stage cross-modal 
framework combining LVLMs, Graph Attention Networks, and 
representation learning, extending the strong Re-ID baseline of Luo et 
al. [3]. The stages of cRID are shown in Figure 1.

Stage 1 – Graph Generation: Molmo-7B [4] (LVLM) extracts structured 
scene graphs (Fig. 2) capturing attributes (clothing color, accessories, 
carried objects). An LLM (phi4 [5]) repairs malformed JSON outputs. 
Textual nodes and edges are encoded with all-MiniLM-L6-v2 [6].

Stage 2 – Representation Learning: Two-branch architecture fuses 
visual features (DINOv2 [7] / ResNet50) with graph embeddings from a 
two-layer GATv2 [8] via trainable MLP fusion.

Training uses combined triplet, center, and ID loss with label 
smoothing. Adam optimizer, 120 epochs, batch size 64. Re-ranking [9] 
is applied at inference.

RRee--IIDD  BBeenncchhmmaarrkk  RReessuullttss

Evaluated on Market-1501 [10] and CUHK03-np [9,11] (detected); incl. 
cross-dataset scenarios. Table 1 details architectural ablation results.

CCoonncclluussiioonnss  

LVLM-generated scene graphs provide explicit, human-readable PII 
attributes (e.g., ‘black backpack’, ‘blue shirt’) revealing what makes 
persons re-identifiable beyond biometrics:

• Risk Assessment: Systematic evaluation of Re-ID risks through 
specific semantic links modeling realistic threats.

• Targeted Anonymization: Focusing on the precise masking of 
identity-contributing features instead of broad blurring.

• Threat Awareness: (Agentic) AI with vision-language capabilities 
through LVLMs constitutes a sophisticated Re-ID attack vector for 
open datasets.
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Figure 2: Re-ID query in Market-1501 [10] with interpretability analysis. LVLM-generated scene graphs show attributes; from [2]. (Image source: [10]) 

Figure 1: Overview of the cRID [2] two-stage framework. Stage 1: LVLM-based graph 
generation. Stage 2: Two-branch representation learning with GAT + DINOv2 fusion. 
(© Deggendorf Institute of Technology)  
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ResNet50 94.3 / 91.3 61.6 / 65.6 9.9 / 11.8 54.8 / 35.9
DINOv2 ViT-B 93.0 / 89.1 67.1 / 70.0 7.1 / 8.4 57.5 / 39.6

GAT (only) 31.8 / 19.7 11.5 / 11.5 12.4 / 12.2 25.9 / 14.4
GAT / DINOv2 

ViT-B 82.7 / 76.8 56.9 / 57.4 10.7 / 11.7 25.8 / 16.3

Table 1: Rank-1 accuracy / mAP (%). M → C = trained on Market-1501, tested on 
CUHK03-np (detected). Highlighted row shows the cross-modal fusion

Can Large Vision Language Models (LVLMs) be used to construct 
compact, semantically meaningful scene graph representations of 
PII in person bounding boxes, and how effective are these 
representations for assessing Re-ID risk?
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